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Roadmap

Basic Concepts on LLM

How to use LLM

Our Support: LAIA@UIB
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Basic concepts on LLM (II)

GEORGE R R.

MARTIN

OpenAl ol

Frontier reasoning model that supports
tools, Structured Outputs, and vision |
200k context length

Afi@ .
Price Input: Tl ==
$15.00 / 1M tokens : JLJ[igi:D )
Cached input: . ij[%E?'. :
$7.50 / 1M tokens : "iIT{()PJ(DS
Output: . P
$6@.0@ / 1M tokens DEBOLSILLO
Ratio:

~1.7 MWords | ~ 2.4 M tokens

4 tokens for 3 words on average, so
0.75 word per token =
e 1 page are ~1k tokens

Windows size: 1k, 8k, 128k, 200k tokens
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Basic concepts on LLM (Ill)

( nano-gpt '

mmmmmm -85,584

B = 10° parameters

5/26



reat Diversity of Models

Low quality data High quality data i Human feedback RLHF E
T Demonstration ! Comparison i
Text i P Prompts !
e.g. Internet data data I data |
. . | Trained to give Optimized to generate E
Optlmlsz for Flnetu.ned ToF E a scalar score for responses that maximize !
text completion dialogue | (orompt, response) scores by reward model :
Language Supervised | | L " Reinforcement
guag —> Fognd ‘ ! —>‘ Classification —J ) -~
modeling , ; finetuning : | \ Learning :
Pretrained LLM —— SFT model — Reward model —— Final model
| i i
Scale >1 trillion 10K - 100K 100K - 1M comparisons 10K - 100K
May ‘23 tokens (prompt, response) (prompt, winning_response, losing_response) prompts
Examples GPT-x, Gopher, Falcon, Dolly-v2, Falcon-Instruct InstructGPT, ChatGPT,
Bolded: open  LLaMa, Pythia, Bloom, Claude, StableVicuna
sourced StableLM
Reference
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https://huyenchip.com/2023/05/02/rlhf.html
https://docs.google.com/spreadsheets/d/1kc262HZSMAWI6FVsh0zJwbB-ooYvzhCHaHcNUiA0_hY/edit?pli=1&gid=1158069878#gid=1158069878
https://docs.google.com/spreadsheets/d/1kc262HZSMAWI6FVsh0zJwbB-ooYvzhCHaHcNUiA0_hY/edit?pli=1&gid=1158069878#gid=1158069878

Training Models

9
Memory: each parameter FP16 requieres 2 bytes. RAM = 405&8 *2 ~ 810GB

Quantification techniques: 8-bit, 4-bit, 2-bits, ... but at a Quality Cost

Total training of Llama 3 (100 epochs) are:

e 3.43 yotta FLOPs (3.43 x 10%* FLOPs)

« 3 months to train on 350.000 * AMD MI300X GPUs

« 350 MegaWatts of power; Central Nuclear Nacional: ~1000MW

e Carbon footprint 62.000 x higher than the avearage US household

The Llama 3.1 models were trained on over 15 trillion tokens (10'2) on a

custom-built GPU (H100, 30k€) cluster with a total of
39.3M GPU hours (~4486 years)

Cost: 2€/hour GPU on Cloud with 39.3M hours: 80M<
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Strategies for Leveraging
Local LLMs
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LLM with our data

External Knowledge
Required

'y

Modular RAG SEPR "S-

ngh Organic combination of S

multiple modules \

\ ( Retriever Fine-tuning )
I s

Advanced RAG
Index/pre-retrieval/post-retrieval
optimization

* 2 \‘.

~
| .

|
I S
v ~( Collaborative Fine-tuning )

All of the above

Naive RAG

Add relevant contextual
paragraphs

I
(.
I

+ I -\

1

. i i Fine-tuning
XoT Prompt Prompt Engineering !
e.g. CoT, ToT L '

y
A

( Few-shot Prompt J.

Low - -( Standard Prompt )

s ( Generator Fine-tuning )

e mm————

\ Model Adaptation
*  Required
Low High

Reference

<>
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https://arxiv.org/abs/2312.10997

Prompting Techniques |

(a) 10 (b) CoT (c) CoT-SC (d) ToT

Posit

thought

T:ng:;:: o Policy/Value
L STt R A ' | H : Network

Reference
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https://arxiv.org/pdf/2311.04254

Prompting Techniques |

8 Microsoft LLMLingua-2: Data Distillation for Efficient and Faithful
Task-Agnostic Prompt Compression

An efficient option (at bert-base scale) with good performance and generalizability across different scenarios.
* Propose a data distillation procedure to derive knowledge from an LLM of compressing prompts without
losing crucial information.

* Approach prompt compression as a token-classification task to capture all essential information needed for
compression from bidirectional context while ensuring the faithfulness.

»

=== Data Annotation

Compressed Text: Item 15, City Manager Recommendation adopt three resolutions. | Response |
Join Victory Pace program. Join California first program. Consent inclusion
properties jurisdiction California Hero program. Emotion, motion, second, public
comment. Cast vote. Public comment? Come forward. Alex Mitchell, represent Hero B LLM
program. Hero program in California three half years
“‘; I Compressed Prompt |
Step 1: L 7Y . .
e ——— Step 2: y “ Step 5:
Data Distillation - 4 P
LLM -

!

Prompt Compression
@ based on Pyreserve

Ppreserve Pdiscard

<
(Or‘iginal Text: Item 15, report from City Manager Recommendation to adopt three whe, Step 3:

resolutions. First, to join the Victory Pace program. Second, to join the = Quality Control

California first program. And number three, consenting to to inclusion of & Filtering

certain properties within the jurisdiction in the California Hero program. It

was emotion, motion, a second and public comment. CNN. Please cast your vote.

Oh. Was your public comment? Yeah. Please come forward. I thank you, Mr. Mayor. Step 4:

Thank you. Members of the council. My name is Alex Mitchell. I represent the l; | p j Token Classifier as Compressor
hero program. Just wanted to let you know that the hero program. Has been in = Train Compressor

California for the last three and a half years. ) | Original Prompt |

Reference
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https://github.com/microsoft/LLMLingua

<>

Retrieval Augmented Generation Workflow

Input Indexing
P Query |._._____ .
E How do you evaluate the fact i Documents
User g °: that OpenAl's CEO, Sam Altman, ! w
' went through a sudden dismissal !
1 by the board in just three days, :
OUtpUt and then was rehired by the :
i company, resembling a real-life :
] version of "Game of Thrones" in ; R t o |
__________________________ : terms of power dynamics? : etrieva
. ( Relevant Documents ]
...l am unable to provide comments on
future events. Currently, | do not have
any information regarding the dismissal % LLM Generatio
and rehiring of OpenAl's CEO ... PO ANOEA . oT T T .

Question :
How do you evaluate the fact that the
OpenAls CEO, ... ... dynamics?

Please answer the above questions
based on the following information :

Chunk 1: "Sam Altman Returns to
OpenAl as CEOQ, Silicon Valley Drama

...... This suggests significant internal Resembles the ‘Zhen Huan' Comedy

disagreements within OpenAl regarding

the company's future direction and Chunk 2: "The Drama Concludes? Sam

strategic decisions. All of these twists gajgt 12 Altman to Return as CEO of OpenAl,
and turns reflect power struggles and Chunk 3 - Board to Undergo Restructuring

corporate governance issues within
OpenAl...

Chunk 3: "The Personnel Turmoil at
OpenAl Comes to an End: Who Won
and Who Lost?"

Combine Context
and Prompts

Reference
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https://arxiv.org/abs/2312.10997
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RAG Techniques
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User Query Documents User Query Documents
A

,l, ! ,l"| Retrieve |"\ i

— . | ‘ ) \ l

v Pre-Retrieval 4 l : : g

. * Query Routing R I |
Indexing + Guery Fewriting Indexing ! RAG Rerank !
* Guery Expansion | l

' ' : 1 1 :

] \\ }I |

z A i o -| Read | =o i

-~

L Retrieval

-
.

| o

( Post-Retrieval patterns
‘ % e o
Rerank Summary Fusion ’
( Rewrite ) (Demonstrale) | Retrieve
B - 3% ] = ~ .~
Prompt Frozen LLM | Retrieve | Retrieve | | Read
@ * ~ Search o~
- ~ Rerank | Retrieve |
Prompt Frozen LLM = ~ —
1 Read | Read | Predict ) :'7 Read
[ Output J [ Output Naive RAG Advanced RAG u(haﬁ'aEEPal 2022) klEaRn_cFSEaIEuEEJ
Naive RAG Advanced RAG Modular RAG
Reference
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https://arxiv.org/abs/2312.10997
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Fine-tuning

Falcon

Llama

Platypus

When
» Specific domain knowledge
« Specialization: tasks and style
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El nostre acompanyament

Laboratori dAplicacions de [a Intel-ligéncia
Artificial

i
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|dentificacio del Problema / Solucid (1)

Un problema de classificacio?

« Similiarity by embeddings
A specific model: re-ranker

BAAI/bge-reranker-base | 278M, f32, ~1Gb | Output: {"relevance_score": 0.99853}
e Prompting Design

template = ""
Tarea: Clasifica el texto acorde a su departamento ... Proveedores, ...
Ejemplo:
Texto: En XX trabajamos con empresas de transporte de primer nivel...
Departamento: Proveedores

Por favor, clasifica el departamento del siguiente texto:

Texto: {input_text}
Departamento:

e Fine-Tuning Design @ <
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|dentificacio del Problema / Solucio (II)

Integracio de consultes SQL | NoSQL?

A specific model: text-to-sql

e Fine-Tuning with the current DB Schema

Sortida SQL Descripcio Context

SELECT COUNT(*) |¢Cuantos jefes Qe , CREATE TABLE head
FROM head departamento tienen mas de (age INTEGER)
WHERE age >56 |56 afios? &

SELECT name, Lista el nombre, estado de CREATE TABLE head
born_state, age nacimiento y edad de los (name VARCHAR,
FROM head ORDER |jefes de departamento born_state VARCHAR,
BY age ordenados por edad. age VARCHAR)

« Agent Architecture: Sensitive data

17 /26



|dentificacio del Problema / Solucié (llI)

Invocacio de funcions?

e Prompts ?

» Specific Models: Function Calling

@tool(parse_docstring=True)
def foo(bar: str, baz: int) —> str:
"""The foo.
Args:
bar: The bar.
baz: The baz.

return bar

e Router Agents
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Support in Data preparation ()

{Qué cantidad puede tomar un adulto?

.
Via oral o rectal (paracetamol) Via parenteral (propacetamol)
5 1-2674-6h; maxima Ba/dia
I-2g/4-6h, maximd Bg/dia, 56ld Er mayores de 13
Nifios  I0-15 ma/kg/4-6h] maximd 60mg/ka/dia aFios B 50 kg
-Mmlnmsu-mﬂ-mmm
—Mmmmnmm
mmm--m@mmm
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Support in Data preparation ()

Contenido A X

Posologia

Via oral o rectal (paracetamol) Via parenteral (propacetamol)
325-650mg/4-6h o 500-1000mg/6-8h,

Adultos 1-2g/4-6h, maximo 8g/dia

maximo 4 g/dia

1-2g/4-6h, maximo 8g/dia, sélo en mayores de 13

Nifnos 10-15 mg/kg/4-6h, maximo 6@0mg/kg/dia

anos o 50 kg

Contenido B

Tratamiento sintomatico del dolor leve o moderado y de la fiebre.
| | Via oral o rectal (paracetamol) | Via parenteral (propacetamol

|
| Adultos | 325-650mg/4-6h o 500-1000mg/6-8h, maximo 4 g/dia | 1- Zg
| Nifios | 10-15 mg/kg/4-6h, maximo 60mg/kg/d1a | 1-2g/4-6h, maximo

20/ 26



Support RAG design

Chunk and Indexing Data

e Chunking techniques:

Tokenizer: unexpected

Word and Sentence: [un,expect, ed]
Sentence Window

Semantic (Embedding Model )
Semantic Double-Pass Merging

(¢]

(¢]

(¢]

(¢]

o

The blue, the red. Football and Tennis. Gray and white.

Semantic Chunking

Chunk #1: The blue, the red.
Chunk #2: Football and Tennis.
Chunk #3: Gray and white.

Semantic Double-Pass Merging

Chunk #1: The blue, the red. Gray and white.
Chunk #2: Football and Tennis

« Metadata Attachments: pages, sections, timestamps, ... 21/26



Support RAG design

Information Retrieval

e Pre-retrieval:

o Query expansion:
= Semantic Expansions: GPT-2, BERT, ...
= Stemming & Lemmatization: Porter Stemmer, KoKiwi, or KoOKT.
= Synonims or Ontologies: WordNet, ConceptNet,...
o Decomposition:
= Intent improvement: LLMs or Semantic

e Retrieval

o Format: Text, Tabular, Knowledge Graph, Code
o Method: Iterative, Recursive and Adaptive

e Post-retrieval:

Passage Augmenter (with LLMSs)
Reranker

Filter

Compressor

O O O O
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Support RAG design

Evaluation

« Aspects: Context Relevance, Faithfulness Answer Relevance, Noise

Robustness, Negative Rejection, Information Integration, Counterfactual
Robustness,...

« Test data preparation under specific task: dialogue generation, code
search, summarization, ...

e Metric interpretations:

o Retrieval:
= QA: EM and F1 metrics,
= Quality: Hit Rate, MRR (Mean Reciprocal Rank), NDCG
(Normalized Discounted Cumulative Gain)
N-Gram Based: BLEU and ROUGE, Meteor,
Sem Score (Semantic Similarity)
G-Eval (Coherence, Consistency, Fluency, Relevance)

O O O O
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Fine-tuning

Preparation and Evaluation

« Data preparation
e Fine-tunning the model
« Evaluation

24 [ 26



rchitecture Stack and Infrastructure
ecommendation

2P ORIER M S0

e On cloud: hosting the model
e On-premise

‘SUPERMICR; QA v & =
» Products » GPU Servers » 5U GPU Lines

GPU SuperServer SYS-521GE-TNRT (Complete System Only o) [£) Datasheet [@ Share
DP Intel 5U Dual-Root PCle GPU System with up to 10 GPUs and extended thermal capacity SANVIDIA.

Key Applications
« High Performance . ol

Computing Al/Deep Learning Training

Media/Video Streaming Cloud Gaming

Animation and Modeling Design & Visualization

3D Rendering Diagnostic Imaging

Key Features
1.5th/4th Gen Intel® Xeon® Scalable processor support
2.32 DIMM slots Up to 8TB: 32x 256 GB DRAM Memory Type:
5600MTs ECC DDRS
3. AIOM/OCP 3.0 Support
13 PCle Gen 5.0 X16 FHFL Slots
4.8x HOT SWAP 2.5” SATA/SAS (AOC required)

m Compare ]

B D= D
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